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Professional Summary
· Bringing forth more than 11+ years of accomplished experience in the realm of information technology, I have thrived as a skilled Data Engineer, demonstrating mastery in Database Development, ETL Development, Data Modelling, Report Development, and Big Data Technologies.
· Hands-on experience in Azure Functions and Azure Web Jobs for orchestrating serverless and scheduled data processing tasks.
· Working knowledge of Azure Cosmos DB including ingestion, transformation, and integration into Synapse/ADLS pipelines.
· Strong experience in documenting pipeline designs by updating Technical Specs and Wiki pages for every implementation.
· Experienced in daily work-item tracking, updates, and sprint coordination using Azure DevOps (ADO).
· Strong experience in designing ontology-driven data models, data lineage tracking, and modular data pipelines aligned with enterprise data lake architectures.
· Hands-on experience developing Python-based ETL/ELT pipelines for Snowflake on AWS, including SnowSQL scripting, stored procedures, and data ingestion frameworks.
· Skilled in orchestrating and scheduling data workflows using tools such as Apache Airflow, with working knowledge of enterprise schedulers like Control-M and Autosys.
· Experience sourcing, ingesting, transforming, and analyzing large-scale datasets using SQL, Python, and PySpark across cloud data platforms.
· Capable of supporting end-to-end data engineering work packets, including data discovery, requirement analysis, pipeline development, and operational support.
· Familiar with process flow analysis, system mappings, data ownership identification, and metrics-driven validation workflows.
· Hands-on expertise in building and orchestrating enterprise-scale data pipelines on AWS using Python, PySpark, Apache Airflow, EMR, Glue, and EKS, with secure secret management through HashiCorp Vault, supporting large-scale data lake, data mart, and operational data store (ODS) migrations
· Hands-on experience in Data Science and Machine Learning with Python, BigQuery ML (BQML), and Google Cloud Platform (GCP). Skilled in developing, deploying, and monitoring ML models for large-scale data analytics, anomaly detection, and predictive forecasting. Experienced in applying supervised and unsupervised learning techniques (classification, clustering, regression) to optimize customer experience KPIs in telecom environments.
· Experienced in implementing end-to-end MLOps pipelines for continuous model training, testing, deployment, and monitoring using Vertex AI, Airflow, Jenkins, and Docker/Kubernetes.
· Collaborated closely with Data Scientists and Engineers to operationalize and optimize ML model deployment, ensuring reproducibility and scalability across cloud environments.
· Implemented model versioning, drift detection, and automated retraining pipelines using MLflow and Vertex Pipelines.
·  Skilled in designing and implementing scalable data architectures aligned with business and analytical requirements, ensuring efficient data flow and performance optimization.
· Hands-on experience with DBT for modular data transformation and integration with Snowflake and Airflow.
· Proficient in GitLab CI/CD for automating build, test, and deployment of data pipelines and infrastructure components.
· Demonstrated ability to communicate complex technical concepts to non-technical stakeholders, translating data insights into actionable business outcomes.
· Strong analytical and problem-solving skills, adept at troubleshooting and optimizing large-scale data processing systems.
· Domain adaptability across telecom, enterprise, and FinTech data ecosystems.
· Ensured ML model governance, security, and data privacy compliance in production environments.
· Proficient in end-to-end testing and test automation of data engineering and application workloads, leveraging Python with PyTest, Selenium WebDriver, and automated API/database validation frameworks for backend automation
· Adept at using Databricks for developing ETL and ELT processes using PySpark, Spark-SQL, and Scala
· Experience in Project / Product development team in Agile - Scrum / Kanban Framework as AgilePractioner/ Scrum Master in Large Scaled Scrum (LeSS) execution through Scrum ceremonies.
· Implemented comprehensive data governance practices within Snowflake, ensuring data privacy, security, and compliance with industry regulations and internal policies.
· Developed and managed Collibra workflows using BPMN and the Collibra API to automate data stewardship tasks and approval processes.
· Collaborated with data stewards and business analysts to define and enforce data governance policies, business glossary terms, and data quality rules in Collibra.
· Enabled automated metadata ingestion into Collibra from various data sources (e.g., Snowflake, AWS Redshift, SQL Server) to ensure real-time asset discoverability.
· Developed end-to-end ETL pipelines within Snowflake, enabling seamless data integration from various sources, and implemented data transformation processes to ensure data accuracy and consistency.
· Led the design and implementation of a scalable and efficient data warehouse architecture using Snowflake, incorporating best practices for schema design and database objects to optimize data storage and retrieval.
· Responsible for designing, developing, and maintaining the data pipelines using PySpark for batch processing.
· Proficient in Azure Analysis Services, a cloud-based analytics service, to develop and deploy scalable semantic models for data analysis and reporting.
· Experience in provisioning access to Azure Data Lake from Databricks using Secret Scope, and mounting the storage account into Databricks.
· Familiarity with Oracle Data Guard for implementing and managing high availability and disaster recovery solutions.
· Extensive experience in Big Data and Hadoop ecosystem (HDFS, Hive, HBase, Sqoop, MapReduce, Spark, Kafka), building scalable data pipelines and analytics platforms on AWS, Azure, and GCP.
· Extensively used Terraform in AWS Virtual Private Cloud to automatically setup and modify settings by interfacing with control layer. 
· Experienced in leveraging Azure Data Factory (ADF) to orchestrate complex data workflows, enabling seamless extraction, transformation, and loading (ETL) across diverse sources and destinations.
· Experience in Data Integration and Data Warehousing using various ETL tools Informatica PowerCenter, AWS Glue, SQL Server Integration Services (SSIS), Talend. 
· Experience in Designing Business Intelligence Solutions with Microsoft SQL Server and using MS SQL Server Integration Services (SSIS), MS SQL Server Reporting Services (SSRS) and SQL Server Analysis Services (SSAS). 
· Extensively used Informatica PowerCenter, Informatica Data Quality (IDQ) as ETL tool for extracting, transforming, loading and cleansing data from various source data inputs to various targets, in batch and real time. 
· Hands on experience  in data engineering with SQL, Python, PySpark, and Azure big data technologies.
· Designed, developed, and maintained scalable, production-grade applications and data pipelines, ensuring high performance, security, and reliability.
· Hands-on expertise in cloud computing platforms — AWS (IAM, provisioning, deployment) and Azure (Databricks, Azure Data Factory) — for application and data processing workloads.
· Proficient in microservices development using Java/J2EE, Spring Boot, and Spring Security, integrated with REST APIs and secured authentication/authorization flows.
· Built and optimized data pipelines with Databricks and PySpark, performing data ingestion, transformation, and integration from multiple sources.
· Applied Git for version control, code reviews (PRs), and enforcing code quality standards across development teams.
· Experienced in CI/CD pipeline development for both Java applications and data engineering workflows, automating build, deployment, and testing.
· Strong background in Agile methodologies (Scrum/Kanban), with active participation in sprint planning, daily stand-ups, and iterative delivery.
· Skilled in system analysis, design, implementation, and execution of test cases for enterprise applications using Java/J2EE technologies.
· Strong knowledge on performance of real - time streaming like Spark Streaming, Kafka.
· Experience working with Amazon Web Services (AWS) cloud and its services like Snowflake, EC2, S3, RDS, EMR, VPC, IAM, Elastic Load Balancing, Lambda, RedShift, Elastic Cache, Auto Scaling, Cloud Front, Cloud Watch, Data Pipeline, DMS, Aurora, ETL and other AWS Services. 
· Used the open-source Delta Sharing protocol to integrate with various BI tools like Tableau and Power BI for direct data access.
· Enabled live data sharing across cloud environments, ensuring updated datasets were accessible to authorized users in real time.
· Shared large datasets with external organizations through scalable and efficient Delta Sharing servers hosted on Databricks.
· Hands on Experience with AWS Snowflake cloud data warehouse and AWS S3 bucket for integrating data from multiple source system which include loading nested JSON formatted data into Snowflake table. 
· Extensive experience in integration of Informatica Data Quality (IDQ) with Informatica PowerCenter. 
· Well knowledge and experience in Cloudera ecosystem such as HDFS, Hive, SQOOP, HBASE, Kafka, Data pipeline, Data analysis and processing with Hive SQL, IMPALA, SPARK, SPARK SQL. 
· Using Flume, Kafka and Spark streaming to ingest real time or near real time data to HDFS. 
· Worked on AWS Data Pipeline to configure data loads from S3 into Redshift. 
· Real time experience in Hadoop/Big Data related technology experience in Storage, Querying, Processing and analysis of data.
· Experience in building and architecting multiple Data pipelines, end to end ETL and ELT process for Data ingestion and transformation. 
· Proficient in using StreamSets Data Collector for designing, deploying, and managing data integration pipelines.
· Capable of orchestrating data movement and processing tasks across heterogeneous environments using StreamSets Control Hub.
· Experience in moving data between GCP and Azure using Azure Data Factory. 
· Developed Python scripts to parse the Flat Files, CSV, XML, JSON files and extract the data from various sources and load the data into data warehouse. 
· Developed Automated scripts to do the migration using Unix shell scripting, Python, Oracle/TD SQL, TD Macros and Procedures. 
· Hands on experience in writing, testing unit testing and debugging stored procedures, triggers and troubleshooting database issues
· Expert-level mastery in designing and developing complex mappings to extract data from diverse sources including flat files, RDBMS tables, legacy system files, XML files, Applications, COBOL Sources & Teradata. 
· Worked on JIRA for defect/issues logging & tracking and documented all my work using CONFLUENCE. 
· Experience with ETL workflow Management tools like Apache Airflow and have significant experience in writing the python scripts to implement the workflow. 
· Worked on performance tuning of user queries by analyzing the explain plans, recreating the user driver tables by right Primary Index, scheduled collection of statistics, secondary or various join indexes. 
· Expert knowledge and experience in fact dimensional modelling (Star schema, Snowflake schema), transactional modelling and SCD (Slowly changing dimension). 
· Hands-on experience working with Apache Spark using both PySpark and Scala for large-scale data processing, including optimizing transformations and distributed workflows.
· Experienced in building, enhancing, and optimizing Power BI dashboards with DAX functions, data modeling, and performance tuning techniques for business reporting.
· Experienced in Spark cluster resource management including executor tuning, memory optimization, and diagnosing performance bottlenecks in distributed environments.
· Hands-on experience with Azure Synapse Analytics for large-scale data warehousing and analytical workloads.
· Strong understanding of compliance requirements in financial data processing, including audit controls, data privacy practices, and secure data handling.
· Hands-on experience with Snowpipe, Streams, and Tasks for real-time and micro-batch ingestion pipelines.
· Experienced in developing ELT workflows using Apache Airflow and dbt to automate data transformations and improve pipeline reliability.
· Skilled in Snowflake performance tuning, warehouse optimization, secure data sharing, RBAC controls, and cost-efficient data architecture.

TECHNICAL SKILLS:

Data Modeling & Governance                  : Ontology Modeling, Data Lineage, Schema Evolution, Entity Relationship Mapping, Metadata Management.
Big Data Technologies	                            : Hadoop (HDFS, MapReduce, Hive, HBase, Sqoop), Spark (Spark SQL, Streaming, PySpark), Kafka, Flume, Airflow, DBT, BigQuery, Dataflow, Pub/Sub, Vertex AI, Spark (Scala), Spark Performance Tuning (Caching, Partitioning, Shuffle Optimization), Cluster Resource Optimization (Executors, Cores, Memory), Snowpipe, Streams & Tasks, Secure Data Sharing, Virtual Warehouse Optimization, Clustering, Micro-partition Tuning
Hadoop Ecosystem                                     : Strong working knowledge of HDFS, MapReduce, Hive, and distributed data processing.
Programming Languages		: Python (automation with PyTest, Selenium WebDriver), Java, Scala, SQL,Python for ETL/ELT (Pandas-based DataFrames, semi-structured data processing: JSON, XML, Parquet), Python (Data Engineering) | SQL | API Integration (REST/JSON), Basic working knowledge of C# (for Azure Function/ADF custom activities)

Python ML libraries                                      : pandas, NumPy, scikit-learn, matplotlib, seaborn.
Spark components			: Spark SQL, Structured Streaming and Spark Streaming.
Cloud Technologies 			: Amazon Web Services (AWS – EMR, Glue, Redshift, EKS, Lambda, DynamoDB, S3, RDS, VPC, IAM …), Snowflake Components: SnowSQL, Snowflake Stored Procedures, Snowpark, Tasks, Streams, Azure (Data Factory, Databricks, Synapse), Google Cloud Platform, Azure Synapse Analytics, Azure Data Lake Analytics
Azure Big Data Stack                                    : Azure Data Lake Storage (ADLS), Azure Databricks (Scala/PySpark), Azure Synapse Analytics
Databases and DW			: PostgreSQLMySQL, SQL Server, Teradata, Redshift, Azure Synapse,      
                                                                           Snowflake, Flexcube Technical (basic understanding for data workflows)                                                                                                                                                           
Query Languages		              : Shell scripting.
DevOps                                                          : Docker, Kubernetes (working knowledge)
Domain                                                          : Financial Data Processing, Compliance-driven Data Pipelines
CI/CD Tools				: Git, GitLab, GitLab CI/CD, Azure DevOps, Jenkins.
QA Tools                                                         : PyTest, Selenium WebDriver, Postman, Unit & Integration Testing, API and  
                                                                           Database Automation          
ETL Tools                                                        : Airflow, DBT, Matillion, Informatica (Basic)          
Build Tools				: Maven, sbt, Gradle, Webpack
BI Tools                                                           : Power BI, Tableau (Basic)
IDE Tools				: IntelliJ, PyCharm, Eclipse
Operating Systems			: Windows, Mac, Linux
Reporting 				: Tableau, Power BI (DAX, Data Modeling, Row-Level Security, Performance Optimization)
Machine Learning & Data Science Skills   : Feature Engineering, Model Deployment and Monitoring, CI/CD for ML     
                                                                           (Airflow, Jenkins, Vertex Pipelines), Anomaly Detection Time Series  
                                                                            Forecasting, Classification & Clustering Models, Telecom KPI Analytics
                                                                             (Throughput, Latency, Signal Strength).
Documentation                                              : GitHub, Bitbucket, Jira, Confluence
MLOps Tools                                                    : MLflow, Kubeflow, Vertex Pipelines, SageMaker Pipelines
Versioning & Reproducibility                        : DVC, Git, MLflow Tracking
Model Monitoring                                          : Vertex AI Model Monitoring, Cloud Logging, Drift Detection
CI/CD for ML                                                    : Jenkins, GitLab CI/CD, Airflow DAG Orchestration
Containerization                                              : Docker, Kubernetes for model packaging and scalable deployment




Professional Experience
 Sr Data Engineer                                                                                                                                            Mar 2022-Tilldate
Verizon ,NJ        						                                              
Responsibilities: 

· Designed and maintained ontology-style data models, mapping entities, attributes, and relationships to support scalable pipeline development.
· Implemented lineage tracking by documenting dataset dependencies, transformation rules, schema evolution, and metric logic across the data lake layers.
· Integrated new data sources into the enterprise data platform by analyzing process flows, data owners, system mappings, and data quality metrics.
· Implemented Snowpipe for automated ingestion from cloud storage (AWS S3 / Azure Blob), enabling near-real-time data availability.
· Optimized Snowflake virtual warehouses through credit usage tuning, auto-suspend settings, clustering, and micro-partition performance improvements.
· Configured Secure Data Sharing and Reader Accounts for cross-business data collaboration while maintaining role-based access policies.
· Supported end-to-end data engineering work packets including discovery, ingestion, transformation, validation, and publishing for downstream analytics.
· Built modular, reusable PySpark and Python-based pipelines aligned with enterprise pipeline-builder standards.
· Managed Spark cluster resources by tuning executors, cores, partitions, and memory configurations to improve performance and reduce runtime costs.
· Developed and optimized Apache Spark jobs using Scala and PySpark, implementing partitioning, caching, and shuffle reduction techniques to improve job performance and cluster efficiency.
· Performed Spark performance tuning by analyzing job execution plans, optimizing resource allocation (executors, memory, cores), and troubleshooting bottlenecks in distributed data processing.
· Built and enhanced Power BI dashboards by applying advanced DAX calculations, designing star-schema models, enabling incremental refresh, and optimizing report performance for business stakeholders.
· Integrated Azure cloud components including Azure Databricks, ADLS, and Synapse for end-to-end big data processing and analytical reporting workflows.
· Built and maintained end-to-end data pipelines in Azure Data Factory integrating ADLS, Cosmos DB, and Synapse with PySpark processing.
· Created and enhanced Big Data pipelines, ensuring high-quality ingestion, transformation, and delivery for new data streams.
· Performed data validation and data quality checks for all new inbound streams, ensuring schema compliance and completeness.
· Monitored Azure Data Factory pipelines daily, handling failures, retries, performance issues, and dependency management.
· Updated Technical Specification documents, Wiki pages, and Azure DevOps (ADO) tasks for every pipeline implementation.
· Designed and orchestrated AWS data pipelines using Apache Airflow to process large-scale datasets on EMR and Glue, leveraging EKS for containerized Spark workloads and HashiCorp Vault for secure secret management.
· Designed and executed automated end-to-end test suites using Python with PyTest and Selenium WebDriver to validate data pipelines, APIs, and JavaScript-based web applications.  
· Developed Python-based ETL and ELT pipelines to ingest, transform, and load structured and semi-structured datasets (JSON, XML, Parquet) into Snowflake on AWS.
· Implemented Snowflake stored procedures, SnowSQL scripts, and Snowpark-based transformations for scalable, modular data processing.
· Designed and automated Snowflake Tasks and Streams for event-driven ELT workflows.
· Developed and orchestrated ELT pipelines using Apache Airflow, automating schedule-based and dependency-based data workflows.
· Implemented dbt models for SQL transformations, documentation, testing, and version-controlled data pipelines.
· Worked with Matillion for cloud-native ELT jobs including data ingestion, transformations, and scheduling.
· Implemented pipeline-level data quality checks and error-handling frameworks using Python, SQL, and Snowflake metadata tracking.
· Developed Python frameworks for API and database comparison automation, ensuring accuracy of data transformations across AWS and GCP environments.
· Developed and maintained scalable ETL pipelines on Google Cloud Platform (GCP), using Cloud Dataflow (Apache Beam), Cloud Composer (Airflow), BigQuery, and Cloud Storage for real-time and batch processing.
· Built and deployed data validation workflows using Apache Beam in Python, executed via Cloud Dataflow, ensuring high data quality and accuracy.
· Built and deployed ML pipelines in BigQuery ML (BQML) for predictive analytics and customer experience optimization.
· Implemented anomaly detection models for identifying Wi-Fi and cellular network issues using scikit-learn and Python.
· Integrated data from APIs, cloud storage, and on-prem systems using Python, REST endpoints, and automated ingestion frameworks.
· Designed and implemented DBT transformation models within Snowflake, enabling version-controlled and testable data transformations integrated with Airflow DAGs.
· Utilized GitLab CI/CD pipelines for data workflow automation, ensuring reliable code promotion across development and production environments.
· Engineered scalable and fault-tolerant data architectures for ingestion and processing of multi-terabyte datasets on AWS and GCP.
· Optimized data pipelines for horizontal and vertical scaling, ensuring cost efficiency and performance under high-volume workloads.
· Partnered with business stakeholders to align technical design with strategic objectives, ensuring transparent data flow and stakeholder visibility.
· Enforced data governance and compliance practices aligned with GDPR and internal security standards.
· Applied time series forecasting techniques in BigQuery to predict data usage trends and performance KPIs.
· Automated ML model retraining and deployment using Airflow and Vertex AI, enabling continuous monitoring and CI/CD integration.
· Configured model drift detection and automated retraining triggers using Vertex AI pipelines.
· Monitored production model performance and implemented alerting for accuracy degradation.
· Optimized ML pipelines for scalability, cost-efficiency, and deployment speed using Vertex Pipelines and Kubernetes autoscaling.
· Troubleshot model deployment failures and latency issues across CI/CD workflows.
· Applied model versioning and governance practices using MLflow and Git for reproducibility and auditability.
· Integrated ML results with Tableau and Power BI dashboards for real-time visibility of model predictions.
· Ingested and transformed data from various sources (e.g., marketing platforms, CRM systems) using Cloud Functions, Pub/Sub, and Dataflow, enabling real-time analytics and reporting in BigQuery.
· Managed data lake architecture using Cloud Storage (GCS) and implemented policies for secure, cost-efficient data access.
· Orchestrated complex GCP data workflows via Cloud Composer, automating data ingestion, transformation, and loading into BigQuery.
· Worked on large-scale Hadoop clusters (HDFS, Hive, Sqoop) for data ingestion and transformation alongside Spark on EMR and GCP Dataflow.
· Developed and deployed BigQuery SQL pipelines for analytics use cases, implementing partitioning and clustering for query optimization and cost control.
· Integrated Terraform for infrastructure as code, managing GCP resources including datasets, service accounts, IAM roles, and compute infrastructure.
· Implemented Delta Sharing for cross-cloud data collaboration, enabling secure sharing of datasets from GCP to external tools like Tableau and Power BI.
· Streamed real-time data from Kafka to BigQuery using Dataflow and Pub/Sub, supporting business-critical dashboards.
· Collaborated with DevOps teams to deploy and monitor GCP pipelines with Stackdriver, optimizing reliability and performance.
· Migrated workloads from AWS/Azure to GCP, including redesigning ETL pipelines and translating SQL logic to BigQuery Standard SQL.
· Supported data governance efforts by integrating Collibra metadata with GCP datasets and managing data lineage and compliance reporting.
· Designed custom Collibra dashboards and reports to track data ownership, quality scores, and policy compliance across data domains.
· Led training and onboarding sessions for business users and data stewards on leveraging Collibra’s features to drive data democratization and literacy.
· Familiar with DataStage's metadata management capabilities, including defining and maintaining metadata repositories, data lineage, and impact analysis. Experienced in leveraging metadata to ensure data governance and compliance.
· Utilized Power BI to create various analytical dashboards that helps business users to get quick insight of the data
· Developed distributed data processing pipelines using Spark, Flink, and Kafka to support large-scale real-time and batch workloads.
· Used Kubernetes (EKS) for deploying, scaling, and orchestrating distributed data services and streaming workloads.
· Developed Kafka producers and connectors to stream data from source systems into Kafka topics using Kafka Connect framework or custom implementations.
· Proficient in designing DataStage jobs to extract, transform, and load (ETL) data from various sources into target systems. Skilled in creating job designs that optimize performance, scalability, and data quality.
· Used Terraform in AWS Virtual Private Cloud to automatically setup and modify settings by interfacing with control layer.
· Proficient in Sybase ASE (Adaptive Server Enterprise), working with versions 15.x and 16.x in high-performance, large-scale environments.
· Expertise in query optimization and performance tuning to enhance database efficiency and application performance.
· Developed and maintained stored procedures, triggers, and complex database scripts to automate and streamline processes.
· Used Gradle for dependency management and build automation of backend services and data processing modules.
· Utilized Webpack for packaging JavaScript-based internal tools and UI components used in data validation workflows.
· Performed data migration and ETL processes using Sybase to transfer large datasets across different platforms.
· Experience with backup, recovery, and disaster recovery planning, ensuring data integrity and high availability.Proficient in monitoring DataStage jobs and diagnosing issues using built-in monitoring tools and log files. Capable of troubleshooting job failures, identifying root causes, and implementing corrective actions.
· Utilized Collibra Lineage and Catalog modules to provide comprehensive data traceability, improving data trust and compliance readiness.
· Worked on migration of data from On-prem SQL server to Cloud databases (Azure Synapse Analytics (DW) & Azure SQL DB). 
· Leveraged Azure Synapse Analytics for building scalable analytical solutions and integrating Spark jobs with Synapse pipelines.
· Used the open-source Delta Sharing protocol to integrate with various BI tools like Tableau and Power BI for direct data access.
· Developed enterprise-grade Power BI dashboards with advanced DAX, performance optimization, and row-level security.
· Designed custom web services within Salesforce to extend platform capabilities, providing tailored solutions to meet unique business needs.
· Build a program with Python and Apache beam and execute it in cloud Dataflow to run Data validation 
· Transformation and aggregation from multiple file formats and data sources for analyzing & transforming the data to uncover insights into the customer usage patterns.
· Developed machine learning models and algorithms using Python libraries such as scikit-learn, TensorFlow, or PyTorch to solve predictive modeling and classification tasks..
· Experienced in preparing datasets for model training and inference using Amazon SageMaker. Capable of handling data preprocessing tasks such as feature engineering, normalization, and encoding.
· Worked on Postman using HTTP requests to GET the data from RESTful API and validate the API calls. 
· Developed Databricks ETL pipelines using notebooks, Spark Data frames, SPARK SQL, and python scripting. 
· Responsible for leading Agile Scrum Sprint Planning Activities.
· Defined Terraform configurations for data pipelines, data processing clusters, data storage, and analytics environments in a modular and scalable manner.
· Data ingestion to one or more Azure services (Azure Data Lake, Azure Storage, Azure SQL DB, Azure SQL DW), and processing teh data in Azure Databricks
· Created Informatica workflows and IDQ mappings for - Batch and Real Time. 
· Developed the Pyspark code for AWS Glue jobs and for EMR. 
· Created custom T-SQL procedures to read data from flat files to dump to SQL Server database using SQL Server import and export data wizard. 
Environment: Informatica Power Center 10.x/9.x, IDQ, AWS Redshift, Snowflake, S3, Postgres, Google Cloud Platform (GCP), MS SQL Server, Big query, Salesforce SQL, Python, Postman, Tableau, Unix Shell Scripting, EMR, GitHub.


Sr. Data Engineer
Oracle Bangalore IN     						                                    Dec 2019 – March 2022
Responsibilities: 
· Involved in full Software Development Life Cycle (SDLC) - Business Requirements Analysis, preparation of Technical Design documents, Data Analysis, Logical and Physical database design, Coding, Testing, Implementing, and deploying to business users.
· Built automated regression tests using PyTest and Selenium WebDriver for back-end validation and front-end JavaScript application testing.
· Streamlined data integration from Google Marketing Platform to Azure environments for real-time analytics and reporting.
· Worked with Spark and Scala in Databricks to develop scalable data transformation pipelines for analytics workloads.
· Designed and optimized Power BI reports by implementing DAX expressions, visualization best practices, and performance tuning strategies.
· Optimized campaign pacing and performance by setting up automated workflows for DV360 and CM360 using Python and Databricks.
· Designed and optimized data models and data architecture blueprints supporting analytics and operational workloads.
· Applied best practices for data modeling, schema design, and performance tuning in Oracle and Snowflake environments.
· Contributed to scalable data engineering frameworks by integrating DBT transformations with Azure and AWS workflows.
· Migrated campaign and ad performance data from social platforms to Azure for cross-platform analysis.
· Collaborated with ERP teams and integrated data workflows involving Oracle ERP for reporting and analytics.
· Designed, tested unit testing and integration testing and implemented stored procedures and triggers for data processing of huge volume of data.
· Skilled in developing and maintaining Oracle stored procedures, functions, triggers, and packages using PL/SQL.
· Migrated Hive-based workloads into Spark on Databricks, leveraging Hadoop ecosystem (HDFS, Hive, Sqoop) for scalable data lake solutions.
· Generated detailed analytical reports in Deltek, providing key insights for executive decision-making.
· Trained new users on Deltek functionalities, enhancing team productivity and software utilization.
· Hands-on experience in managing database security, user access control, and data integrity constraints in Oracle environments.
· Experienced in using version control systems to manage DataStage job versions and configurations. Skilled in deploying DataStage jobs across development, testing, and production environments while adhering to change management processes.
· Proficient in deploying trained machine learning models as SageMaker endpoints for real-time inference or batch prediction. Skilled in configuring endpoint settings, managing model versions, and monitoring endpoint health and performance.
· Integrated MLOps principles by automating model testing, deployment, and rollback strategies using SageMaker Pipelines.
· Implemented model performance monitoring and governance for compliance and reliability in production.
· Led the end-to-end implementation of Deltek across multiple departments, resulting in improved project visibility and control.
· Collaborated with cross-functional teams to develop data solutions, including integrating Sybase databases with front-end applications and reporting tools.
· Monitored database performance using Sybase monitoring tools, ensuring continuous optimization of server resources and SQL queries.
· Implemented security best practices within Sybase, managing user access, encryption, and audit trails to safeguard sensitive data.
· Streamlined financial reporting processes in Deltek, reducing report generation time by 30%.
· Managed the integration of Deltek with ERP systems, enhancing data flow and operational efficiency.
· Incremental Data Processing: Leveraged DLT's support for incremental data ingestion to optimize pipeline performance and reduce compute costs.
· Data Quality Management: Implemented data quality rules using expectations in Delta Live Tables to validate data integrity at each stage of the pipeline.
· Real-Time Data Processing: Built real-time analytics solutions by integrating Delta Live Tables with event streams such as Kafka or Azure Event Hubs.
· Written Templates for Azure Infrastructure as code using Terraform to build staging and production environments. 
· Worked closely on marketing campaign datasets, enabling analytics for campaign performance, segmentation, and targeting.
· Integrated Azure Log Analytics with Azure VMs for monitoring the log files, store them and track metrics and used Terraform as a tool, Managed different infrastructure resources Cloud, VMware, and Docker containers.
· Developed Python scripts to do file validations in Databricks and automated the process using ADF.
· Data Extraction, aggregations, and consolidation of Adobe data within AWS Glue using PySpark. 
· Built ELT workflows on AWS using Glue and EMR, incorporating EKS-based microservices and HashiCorp Vault to manage credentials and secrets securely.
· Developed data engineering and ETL python scripts for ingestion pipelines which run on AWS infrastructure setup of EMR, S3, Glue and Lambda. 
· Capable of monitoring deployed SageMaker endpoints for performance metrics, errors, and anomalies. Skilled in setting up monitoring schedules, configuring CloudWatch alarms, and troubleshooting issues to ensure reliable and efficient model inference.
· Proficient in implementing data transformations and business logic within DataStage jobs. Familiar with a wide range of built-in transformation functions and operators available in DataStage.
· Leveraged AWS Lambda for batch processing tasks such as data cleansing, deduplication, or aggregation before loading data into data warehouses like Amazon Redshift or Snowflake.
· Breaking down the HPOO flows and tracking down which are able to provision in Terraform.
· Written Terraform scripts to automate AWS services which include ELB, CloudFront distribution, RDS, EC2, database security groups, Route 53, VPC, Subnets, Security Groups, and S3 Bucket and converted existing AWS infrastructure to AWS Lambda deployed via Terraform and AWS CloudFormation.
· Designed, Built and Analyzed data solutions using Azure and Azure Databricks services. Provided data Visualization using Azure Databricks Dashboards and Power BI and provided data Insights for Business 
· Implemented automated testing and validation of Terraform configurations using tools like Terratest or integration with CI/CD pipelines.
· A solid experience and understanding of architecting, designing and operationalization of large-scale data and analytics solutions on Snowflake Cloud Data Warehouse is a must.
· Utilized Python libraries such as Pandas, NumPy, and SciPy to manipulate, clean, transform, and analyze large datasets efficiently.
· Changing the existing Data Models using Erwin for Enhancements to the existing Datawarehouse projects. 
· Used Talend connectors integrated to Redshift - BI Development for multiple technical projects running in parallel.
· Managed and maintained metadata repositories using Microsoft Purview, enhancing data lineage, impact analysis, and overall data governance.
· Ensured data integrity, security, and compliance with enterprise data governance policies and industry standards (e.g., GDPR, HIPAA).
· Collaborated with data governance and security teams to implement robust access controls and metadata lineage tracking.
· Ensured compliance with financial and organizational governance standards, implementing audit-friendly data pipelines with secure access controls.
· Implemented and enforced data policies within Microsoft Purview to standardize data handling practices across various departments and projects.
· Involved in the task of converting Hive queries into Spark Transformations and Spark Dataframes.
· Utilized Delta caching for faster data processing using Databricks and PySpark.
· Conducted exploratory data analysis (EDA) using Python to uncover insights, trends, and patterns in structured and unstructured data.
· Developed complex Stored Procedures using SQL, Dynamic SQL and MDX queries having good performance. 
· Implemented Kafka Streams or Apache Flink applications to perform real-time data transformations, aggregations, and enrichments on streaming data.
· Using g-cloud function with Python to load Data in to Big query for on arrival csv files in GCS bucket. 
· Develop real time ML and data processing models and architecture to process transactions and get insights using Microsoft Azure Cloud.
· Snowflake data engineers will be responsible for architecting and implementing very large-scale data intelligence solutions around Snowflake Data Warehouse.
· Tuning SQL queries using Explain analyzing the data distribution among AMPs and index usage, collect statistics, definition of indexes, revision of correlated sub queries, usage of Hash functions, etc…. 
· Creating, maintain, support, repair, customizing System & Splunk applications, search queries and dashboards. 
Environment: Informatica Power Center 9.5, AWS Glue, Talend, Google Cloud Platform (GCP), PostgreSQL Server, Python, Oracle, Teradata, CRON, Unix Shell Scripting, SQL, Erwin, AWS Redshift, GitHub, EMR
Data Engineer
Birlasoft Bangalore IN       						                                           Jan 2017 – Dec 2019
Responsibilities: 
· Responsible for designing, developing, and maintaining the data pipelines using PySpark for batch processing.
· Proficient in Azure Analysis Services, a cloud-based analytics service, to develop and deploy scalable semantic models for data analysis and reporting.
· metrics.
· Converted the Boulder Tables from Excel to Power BI with better Graphs and visualizations for the understanding and improvement of business.
· Leveraged Azure Databricks and Azure Data Lake to build big data solutions with Spark and Scala for batch and streaming use cases.
· Worked with Hadoop ecosystem components such as HDFS, Hive, and MapReduce for large-scale big data transformation workloads.
· Experienced in orchestrating DataStage jobs to ensure proper sequencing and dependencies between job components. Capable of designing job flows that handle error handling, logging, and recovery mechanisms.
· Managed infrastructure environments (e.g., development, staging, production) using Terraform workspaces and state management features to maintain separate configurations and deployments.
· Scheduled Lambda functions using AWS CloudWatch Events or AWS Step Functions to trigger periodic batch processing jobs on predefined schedules.
· Experienced with PySpark and SparkSql. Involved in developing Spark Application according to business Requirements.
· Designed Spark and Hadoop-based ETL pipelines for batch and streaming data, integrating Hive and HDFS for analytics solutions.
· Experienced in leveraging Azure Data Factory (ADF) to orchestrate complex data workflows, enabling seamless extraction, transformation, and loading (ETL) across diverse sources and destinations.
· Performed automated database validation and API testing using Python, PyTest, and SQL scripts as part of the data warehouse life cycle.
· Utilized ADF's visual interface to design and implement end-to-end data pipelines, integrating cloud-based data sources.
· Integrated Azure Databricks seamlessly with other Azure services, such as Azure Data Lake Storage and Azure SQL Database, to build comprehensive data solutions.
· Skilled in optimizing the performance of DataStage jobs to meet stringent processing requirements. Able to identify and address performance bottlenecks through job tuning, parallel processing, and resource allocation adjustments.
· Worked with Terraform Templates to automate the Azure Iaas virtual machines using terraform modules and deployed virtual machine scale sets in production environment.
· [bookmark: _GoBack]Designed ingestion and transformation pipelines consuming data from Cosmos DB and landing into Azure Synapse using PySpark notebooks.
· Creating PipelineswithGUIin Azure Data Factory
· Participated in all phases of the System Development Life Cycle — from project planning, requirements gathering, and functional design to coding, unit testing, UAT support, and production implementation.
· Developed and maintained program specifications, ensuring alignment with business rules and compliance requirements.
· Created test plans, executed regression and system testing, and documented test results for audit purposes.
· Designed and developed statistical reports using SAS for large-volume Medicaid claim datasets.
· Automated monthly and quarterly reporting pipelines to generate paid/denied claim summaries, cost analysis reports, and trend dashboards.
· Optimized SAS programs for large datasets (>10M records) to reduce processing time by 30%.
· Extracted data from multiple source systems (Medicaid claims, eligibility, provider systems, SSA data) and transformed it for data warehouse integration.
· Performed data cleansing (removing duplicates, handling missing values, validating codes) to improve accuracy of downstream analytics.
· Built ETL jobs using SAS, SQL, and scheduling tools for nightly loads into enterprise data warehouse environments.
· Worked with paid and denied claim data, ensuring proper interpretation of diagnosis codes (ICD), procedure codes (CPT/HCPCS), and other standard code sets.
· Ensured compliance with HIPAA privacy rules and security standards when handling Protected Health Information (PHI).
· Conducted data masking and encryption processes for sensitive Medicaid data before distribution.
· Supported analytics and reporting for Medicaid, SSA, and state-specific welfare programs in compliance with state and federal policies.
· Collaborated with policy teams to incorporate new program rules into claims processing logic.
· Validated program eligibility criteria changes before implementation
· Created technical design documents, data flow diagrams, and process workflows in Microsoft Visio.
· Authored status reports, system procedure guides, and user manuals in Word and Excel.
· Developed PowerPoint presentations for project updates and training sessions.
· Coordinated change management processes for moving code changes and ETL jobs into production.
· Monitored post-implementation performance and resolved defects raised during the stabilization phase.
· Implemented rollback strategies for failed deployments
· Facilitated requirements sessions, walkthroughs, and design reviews with state agencies, vendors, and data center teams.
· Conducted user training sessions for newly implemented reporting tools and system changes.
· Presented claim processing insights to leadership using interactive dashboards.
· Created visualizations and interactive plots using Python visualization libraries like Matplotlib, Seaborn, and Plotly to communicate data insights effectively.
· Collaborated with stakeholders from different departments, including product managers and data scientists, to understand the objectives and requirements for measuring user retention and engagement in the education domain. 
· Managed dependencies between infrastructure components and resources using Terraform's dependency graph and resource interconnections.
· Utilized Apache Spark-based processing capabilities within AWS Glue to handle large-scale data processing and analytics tasks.





Data Analyst
Fedex IN					                                                                             Jun 2014 - Sept2016
Responsibilities: 


· Performed Data Analysis, Data Cleansing, Transformation, Data Import, and Data Export. 
· Worked on Design, Development and Documentation of the ETL strategy to populate the data from the various source systems using Talend ETL tool into Data Warehouse. 
· Devised PL/SQL Stored Procedures, Functions, Triggers, Views and packages. Made use of Indexing, Aggregation and Materialized views to optimize query performance. 
· Created Tableau dashboards/reports for data visualization, Reporting and Analysis and presented it to Business. 
· Good knowledge in data visualization tools such as Tableau.
· Design and develop spark job with Scala to implement end to end data pipeline for batch processing. 
· Created Data Connections, Published on Tableau Server for usage with Operational or Monitoring Dashboards. 
· Knowledge in Tableau Administration Tool for Configuration, adding users, managing licenses and data connections, scheduling tasks, embedding views by integrating with other platforms. 
· Experience on data profiling & various data quality rules development using Informatica Data Quality (IDQ). 
· Create new UNIX scripts to automate and to handle different file processing, editing and execution sequences with shell scripting by using basic Unix commands and ‘awk’, ‘sed’ editing languages. 
· Integrate Collibra with Data Lake using Collibra connect API. 
· Design and Develop ETL Processes in AWS Glue to migrate Campaign data from external sources like S3, ORC/Parquet/Text Files into AWS Redshift. 
· Create firewall rules to access Google Data proc from other machines. 
· Write Scala program for spark transformation in Dataproc. Impala, Spark, Unix Shell Scripting.
Environment: Tableau, ETL, Unix, AWS, Informatica.

Soft Skills: Collaboration with Data Scientists, Model Lifecycle Management, Troubleshooting ML Pipelines, Cross-Functional Team Coordination, Continuous Learning of MLOps Tools.

Educational Details: B.tech Univ: Adithya college of engineering and technology
                                    B.tech End Date: 2014



